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Abstract—This text motivates and presents a stan-
dardisation effort for robotics software. The scope of
the standardisation is kept very limited, to only one
mature domain in robotics, i.e., motions of rigid bodies
and kinematic chains. The strategy of the presented
standards-making process is to decouple the domain
into a family of complementary sub-standards that are
each as small as possible, and that can be combined
seamlessly in various ways according to the needs of
specific application domains.
The first ambition of this document is to make

this standards family attractive enough for major Free
Software projects to adopt the parts that are relevant
to their particular scope. The effort is named “Basic
Robotics Standards” (BRoS), inspired by the BLAS
standards (Basic Linear Algebra Subroutines) [1].
A subset of the presented standard is used in a

simulation example, for the specification of the task
and controller for a mobile robot arm equipped with
multiple external sensors.

I. MOTIVATIONS FOR STANDARDS

The standards presented in this document are tar-

geted towards robotics software projects with widely

varying requirements. These projects should be able to

select (and to provide implementations for) only those

BRoS standards that they really need in their applica-

tions, while not having to worry about implementations

for the standards they don’t need. For example, there

is a large difference between an application to make a

table-top mobile robot move through an artificial maze,

compared to the real-time control of a surgical robot

with three “arms” and driven by two cameras, or to

the control of a walking humanoid. On the other hand,

there is a lot of common ground between both men-

tioned domains: they both work with motion (position,

orientation, velocity, . . . ), reference frames, kinematic

structures, etc., with very similar physical properties.

Therefore, a common, standardised definition of all

these concepts would increase the (potential) compat-

ibility of libraries developed by various user communi-

ties, and hence code reuse and feature completeness of

the (shared) effort to implement all BRoS standards.

This document’s approach is (i) to decouple the “mo-

tion” domain in the smallest possible sub-domains, and

(ii) to separate virtual interfaces of the real physical

things in these domains from the multiple mathematical
representations that exist for the same physical thing,

and from the utility functionality (such as coordinate

transformations) that come with specific mathematical

representations.

II. ARCHITECTURES

Within both robotics and software engineering, as

well as in other fields, the term architecture has a

variety of meanings. There are (feedback) control archi-

tectures, intelligent system architectures (e.g. empha-

sizing how to organize knowledge and reasoning based

on sensor data), product-line architectures, software

architectures for systems and for middleware, and so

on.

Actual systems that work efficiently and robustly are

typically implemented in a bottom-up manner, starting

with device drivers and low-level control, and ending

with high level functionality. For system design and

architectures the situation is the opposite; trying to

capture and express the overall structure—including

its purpose, invariants, points of variation, and explicit

trade-offs with respect to a certain application domain—

relates more to the top-level descriptions and abstrac-

tions used.

To support efficient engineering and reuse/sharing

of software/system components, there is a desire to

standardize architectures, in our case for mobile ma-

nipulation. For the related issues of the involved ter-

minology (glossary/ontology), the middleware solutions

(the middleware software architecture as well as the

APIs provided), and for the benchmarking of systems

and solutions, standardization efforts appear to be well

motivated and possible to accomplish. For architectures

in terms of the high-level overall system architectures

the situation is different; architectures for different

applications/products/environments are quite different,

and the experiences during the last 20 years shows that

neither developers nor companies will agree.

Not even a reference architecture (to be used as a

shared definition for more specific implementations)
appears to be possible to agree on within the next few



years. For example, the requirements from a manufac-

turer of industrial and mass-produced industrial robots

are quite different from those of a researcher within

SLAM and outdoor navigation. On the other hand, as

mentioned above, there are also common needs, and

eventually the different fields such as mobility and ma-

nipulation must coexist (also in the meaning of sharing

principles, components, platforms, etc.). So what is the

the suitable approach for standardization of reference

architectures?

One approach is to classify, list criteria, introduce

measurable properties, evaluate available solutions, and

then to propose a reference architecture that represents

the current best practices. The authors of this paper

believes such an approach is doomed to fail; current

practices fail to provide the solutions needed, and the

diversity of requirements makes it inappropriate to

compare key properties. In other words, the field of sys-

tem architectures for (high-performance robust) mobile

manipulation is not mature enough.

Instead, we propose a bottom-up approach also for

reference architectures, starting with concrete things

that have meaning in very diverse applications, and

for which there are possibilities for reaching agree-

ments. Such an approach will make use of standard-

ized definitions (glossary, ontology and semantics) and

middleware solutions (including libraries, frameworks,

and software patterns and APIs), but we need to go

beyond that to support the interaction (standardization

and sharing of solutions) between different part of the

diverse robot community. To that end, there is a need

to structure the standardization efforts such that the

requirements (previously claimed not to be comparable)
and solutions can be related.

In conclusion, reference architectures within robot

standards should not try to cover specific systems, but

it should provide the principles and abstractions that

enable different types of robot engineers (AI, control,

etc.) to share algorithms and best practices. The bottom

up approach means that we should start with basic

primitives, and reference implementations are to be

built for the purpose of making the building blocks (in-

formation in terms of software, equations, algorithms,

etc.) understandable and easy to use (but not for pre-

scribing a fixed architecture).

III. REQUIREMENTS FOR STANDARDS

Standardization is all about getting to an agreement

about how to represent “information,” that is, the mean-

ing of, both, data and of the algorithms that process

these data. For example, the displacement of a robot

with respect to a world reference (“data”), and the

composition of two such displacements (“algorithm”). A

good standard in a particular domain then satisfies the

following information representation requirements:

• it covers all objects that live in its domain.

• it creates no ambiguities in how the represented

information is to be interpreted, by both humans

(experts in the domain) and computers.

• it allows efficient implementations for all “use cases”

in its domain.

A crucial point where standards tend to fail is that

they impose—mostly implicitly—too many implemen-
tation decisions onto the users, because the standard

makers ignored the variety in the use cases in the

domain. The following examples illustrate this variety

in use cases:

• Resolution and range: a standardization of posi-
tion in robotics should allow users to represent

positions from nanometers (robotic manipulation of

molecules) up to millions of kilometers (satellites).

• Type variation: the same kind of motion operations

should be implemented for various data represen-

tations (complex, float, double, . . . ), and for various

motion spaces (2D, 3D, . . . ).

• Quality of service: users can be interested in having

the results of computations available in hard real-

time (e.g., for motion control of machine tools and

robots), or with a specified numerical accuracy (e.g.,

not better than the accuracy that the robot can

achieve), or from a “stop anytime” algorithm (i.e.,

the implementation can give a feasible solution at

any time the user wants it).

In most cases, no single information representation can

achieve all these requirements. Hence, standardization

makers should adapt to this reality, and prepare a “fam-

ily” of complementary standards that share as many as

possible of the four generic levels discussed below.

A. Generic representation levels

Any standardization effort must take into account the

following four generic levels of representations:

1) Ontology representation, defining in words, inde-

pendently of any mathematical representation, the

terminology and the meaning (“semantics”) of the

relevant objects in the scope of the standard, and

of the natural operations on those objects.

2) Mathematical representation, providing data

structures (“coordinate” representations) for the

above-mentioned objects, as well as the API

(Application Programming Interface) for the

natural operations on the physical objects.

3) Computer representation, defining how coordi-

nates are represented in computer-readable form.

4) Native hardware representation, defining the map-

ping from computer-readable variables into bit

representations in the hardware.

The “mapping” between levels is 1-to-N: for each level

Li, there exist various possibilities at level Li+1. The

ontological and native hardware levels are often not

formalised into a standard, and, at best, exist only



implicitly in the domain. However, the trend in mod-

ern robotic systems is towards larger-scale and multi-

platform integration, so the lack of these two levels

introduces more and more semantic and implementa-

tion ambiguities. The following sections explain and

motivate these four levels with somewhat more detail.

1) Ontology representation : In order to represent

a certain domain, the meaning (“semantics”) of all

concepts and operations in that domain should be made

absolutely clear. Most standards cover this level by some

form of textual documentation, explaining the goals and

scope of the standard, as well as the meaning of its

contents. However, the available computer support—

for example in the form of “semantic web” standards

(such as OWL, [2]) and tools (such as Protégé, [3])—is

seldom used to formalize the ontology representation,

such that opportunities are missed to allow automated

bridging between two or more standards (and their

implementations) that have to be used in the same

large-scale software system. This means, for example,

that currently manual intervention is still needed in

order to use in a robot control application a library

for robot kinematics or a physics engine that were

developed in the computer animation domain, because

the terminology is so different between both domains:

a “kinematic chain” becomes an “armature”, a “via

point” becomes a “key frame”, etc. This problem can

be solved by ontological domain wrappers that give

domain/application dependent “names” to the object

classes in the standard. All these names are aliases
for the same classes, but they are more effective in

conveying the meaning of the classes to the practitioners

in the targeted domains.

2) Mathematical representation : In most engineering

systems, the physical concepts used in the system are

represented in a mathematical form. Typically, multiple

mathematical representations are possible for the same

physical concept. For example, the position and orien-

tation of a robot can be represented mathematically by

a homogeneous transformation matrix, or by the com-

bination of a position vector and a set of Euler angles.

The practical problem is that even these “standardised”

representations are less standardised than they appear:

Which one in the set of twelve possible Euler angles

is used? Is the homogeneous transformation matrix

representing a right-handed or left-handed reference

frame? Etc.

These mathematical representation ambiguities come

on top of the above-mentioned practical ontological dif-

ficulties. And, in addition, there is the extra problem

of defining what physical units are used to represent

the various concepts. Meters or millimeters or inches?

Radians or degrees? Seconds or hours? Etc.

When defining standards for mathematical repre-

sentations, it is appropriate to separate the following

complementary sub-standards:

• Coordinate representation, to allow information

about a robot system to be represented, saved in a

file, or transmitted between different control sys-

tems. This information must contain the seman-
tic description of the mathematical representation,

that documents the interpretation of each coordi-

nate representation. That is, the above-mentioned

issues such as physical units, the choice of reference

frames, etc.

• Utility functions, to provide functionality such as

the transformations between different coordinate

representations, support for the configuration of a

robot system, or the reading from, or writing to,

persistent storage (file, XML protocol, . . . ); . . . The

aim of utility function standards is code reuse, i.e.,

to let specific functionality be written only once.

3) Computer representation : Even after having se-

lected (and semantically documented!) any particular

mathematical representation, the problems for the stan-

dards makers are not yet over. They now have to choose

how the mathematical primitives are to be encoded in

computer languages:

• Is a position coordinate represented by a “float”, a

“double” or a “signed integer”?

• Does the standard need both a “high resolution

timer” representation for fast real-time control pur-

poses, or is the “system clock resolution” offered by

the operating system sufficient?

• Is a matrix to be stored in “column major” or in

“row major” format?

• Are arguments in function calls accessed “by value”

or “by reference”?

• . . .

A standard that neglects these computer representation

aspects has a high risk of causing very subtle incompat-

ibilities between various implementations, especially on

differing computer languages, compilers, or middleware.

4) Native hardware representation : Standard makers

must also take into account the variations in hardware

platforms to the extent that they can influence the

practical value of a standard:

• Are the meanings and implementation of, for exam-

ple, “float” and “double” the same on all possible

architectures?

• Can “enumeration types” flow over when porting

an implementation from a 32 bit CPU to a deeply

embedded application using 16 or 8 bit CPUs?

• Is there an influence of the byte order (“big endian”

or “little endian”) of the hardware architecture?

• . . .

These aspects are even more subtle than in the case

of computer representation. They are certainly to be

taken into account when the standardization process

involves the definition of binary file or message formats

for storing and exchanging information between differ-



ent components in a large-scale software system. (Two

mature projects in this domain of binary file formats are

netCDF [4] and HDF5 [5] , which are currently being

merged.)

IV. BASIC ROBOTICS STANDARDS

This Section presents a rather large set of small

“Basic RObotics Standards,” with varying levels of ab-

straction, complexity and scope. Any “higher” BRoS

standard can build further on top of “lower” ones. The

“levels” do not form a strict hierarchical order, in the

sense that not all “lower” BRoS levels are required in

every “higher” level BRoS.

The scope of each BRoS standard is purposely kept as

small as possible, in order to allow the largest amount

of decoupling; however, consensus could be reached in

the community to merge one or more of the smaller

standards if no-one wants to use them separately.

At this moment, not all four standards types (ontolog-

ical, mathematical, computer, and hardware) have been

fully described yet for each BRoS level. The ontological

(“physical objects”) standard serves as the high-level

documentation of the meaning of the object classes de-

fined in the standard. It will be easiest to get consensus

about this “physical objects” standard first. But, only

the “mathematical representation” standard is really

necessary in software projects, because it’s the only one

for which executable implementations must be made.

Most robot systems also need “CAD-like” geometric

primitives: lines,planes, curves, etc. These standards

are preferably “imported” from other domains (e.g.,

X3D, Java3D, VRML, . . . ) and are not discussed in this

document.

A. BROS-POSITION
Defines the geometry of points in two-dimensional

and three-dimensional Cartesian space:

• Data structures:

Position, Velocity, Acceleration.

VelocityJet = one data structure representing

position and velocity of the same point at the same

time.

AccelerationJet = idem including also accelera-

tion.

• Natural operations: Add; Inverse; Distance; . . .

B. BROS-FRAME
Defines the geometry of frames, in 2D and 3D Carte-

sian space:

• Uses: BROS-POSITION.

• Data structures:

Position, Velocity, Acceleration (with linear

and angular components: Position.Linear,

Velocity.Linear, Acceleration.Linear,

Position.Angular, Velocity.Angular,

Acceleration.Angular).

VelocityJet, AccelerationJet (with linear and

angular components).

• Natural operations: Compose, Inverse, Origin, Log,

Exp.

• Utilities: TransformPosition, TransformVelocity,

TransformAcceleration. TransformVelocityJet,

TransformAccelerationJet.

C. BROS-BODY
Defines the motion of a rigid “segment”, that is,

a rigid body that carries several reference “handle”

frames. Such a “handle” is used to interconnect the

segments to other segments, to sensors, to “tool centre

points,” to “feature frames,”, that is all other objects that

a rigid body could be connected to. The body has a fixed

base frame, and each handle is defined with respect to

that base frame.

• Uses: BROS-FRAME.

• Data structures:

Base.

List (“bag”, i.e., unordered list) with Handles.

• Natural operations: nihil.

D. BROS-BODY-STATICS
This defines the action of a physical force (in 2D, or

3D Cartesian space, linear and angular components)
onto a Body:

• Uses: BROS-BODY.

• Data structures:

Force.Linear, Force.Angular.

• Natural operations: Inverse,

• Utilities: TransformForce.

E. BROS-BODY-IMPEDANCE
This describes the lumped-parameter inertia, stiff-

ness and damping felt at the handles of a body, in 2D

and 3D Cartesian space.

• Uses: BROS-FRAME.

• Data structures:

Inertia; Momentum; Stiffness, Damping,

• Natural operations:

Add, . . .

• Utilities:

TransformInertia, . . .

F. BROS-SCREWS
Defines a screw, as the six-dimensional geometric

concept of a linear and an angular vector on one single

line.

• Uses: BROS-FRAME.

• Data structures:

ScrewAxis, ScrewAxis.Linear,

ScrewAxis.Angular.

• Natural operations:

Pitch, Inverse, Direction.

• Utilities:

TransformScrew, . . .



G. BROS-SCREW-DYNAMICS

• Uses: BROS-SCREW-KINEMATICS, BROS-BODY-

IMPEDANCE.

H. BROS-JOINT
This defines the explicit joint types, that is all joints

for which an explicit mapping exists from joint angles

into the Cartesian Handle motion (1DOF joints, via

2D/3D joints (Cardan, Hooke, spherical,. . . )):

• Natural operations:

JointToCartesian,

I. BROS-JOINT-IMPLICIT
This defines the joint types for which only implicit

mappings exist from joint “angles” into the Cartesian

Handle motion; for example, a real shoulder “joint”. In

other words, one cannot define joint angles, but only a

motion relationship between two Handles at both sides

of the joint.

J. BROS-ACTUATOR
This defines the explicit actuator types, that is actu-

ated joints for which an explicit mapping exists from

joint force/torque to Cartesian force on the actuator’s

Cartesian Handle:

K. BROS-ACTUATOR-IMPLICIT
Similar as to implicit joints.

L. BROS-TRANSMISSION
This defines (explicit) mappings of motions between

joints and/or actuators:

M. BROS-TRANSMISSION-IMPLICIT
Idem, but the transmission mapping can only be

defined implicitly.

N. BROS-KINEMATIC CHAIN (KC)
This defines the interconnection of Segments and

(explicit!) Joints into kinematic chains.

• Data structures:

JointVector.

SpatialStiffness, SpatialDamping,

SpatialInertia of the chain (felt at one of

the Handles of one of the constitutive Segments)
as function of the impedance properties of its

Segments and Joints.

Jacobian.

• Natural operations:

JointToCartesian, CartesianToJoint,

O. BROS-GEOMETRIC-TRAJECTORIES
This defines geometric trajectories of (Handles) on

Segments:

• Data structures:

ViaPoint; GeometricConstraint;

P. BROS-DYNAMIC-TRAJECTORIES

This defines trajectories of (Handles) on Segments

subjected to dynamic constraints.

V. EXAMPLE APPLICATION

In order to illustrate the suggested methodology and

to illustrate the benefits of having a well-defined family

of sub-standards, a simulation-based study is presented.

The example uses the constraint-based task specifica-

tion formalism presented in [6], in order to describe and

control a mobile platform equipped with a robot arm

for manipulation. In the task specification the several

aspects concerning the data and algorithm representa-

tion on different levels should be considered. As for the

BRoS standard itself, not all of the four levels of the

controller and task specification have been defined in

detail. Instead, in the following section it is attempted

to provide an overview of what would be required for the

formulation of such a task and controller specification.

In addition to the robot standards, data structures from

other domains, such as (CAD-like) geometry data for

objects, tools, and robots, may be required in order to

fully describe the given task.

A. Setup

The example application is based on a six-degree-of-

freedom robot arm which is mounted onto a two-wheeled

mobile platform. The end-effector of the robot is to be

aligned with a surface in six degrees of freedom, using

guidance from a force/torque sensor and a number of

cameras. Since the focus is on task specification rather

than on control and estimation problems, the test case

has been chosen such that all controlled outputs are

directly measurable. The robot arm is equipped with

an integrated camera and a tripod pressure foot, each

foot rolling freely on the contacted surface. A planar

workpiece is placed on a table in the work-cell. On the

planar workpiece two accurately pre-drilled holes serve

as reference features for the camera-based positioning

system. The force/torque sensor measures the total

forces and torques on the pressure foot, facilitating

control of alignment torques and axial force.

B. The Constraint-Based Task Specification Methodol-
ogy

The goal of recent research on task specification has

been to open up new applications in robotics, where

tasks include navigation and multi-sensor based control

in complex or unknown environments. For these classes

of tasks, very little of the extensive complex program-

ming and specification software that would be required

is currently available in robot systems, and there is

a need for finding systematic and easily used meth-

ods for programming such tasks. Constraint-based task

specification methods, such as the recently presented



method of [6], attempts to fill this gap. In constraint-

based methods, different control modes are assigned to

arbitrary directions in the six-dimensional manipula-

tion space, through the introduction of multiple feature
frames, each modeling part of the task geometry. The

full model is given by the total set of feature frames,

each producing a part of the total set of constraints

defining the manipulation task. Early theoretical work

on constraint-based programming was done in [7], and

in the well-known task function approach of [8].

In the method of [6], coordinate representations called

feature coordinates are introduced in order to express

the positioning of the feature frames relative to the

object frames, which are usually placed on the robot and

environment. Geometric uncertainty is explicitly mod-

eled by introducing uncertainty coordinates, expressing

the errors in the modeled positions of the frames. In

addition, robot or operational space coordinates are used

to describe the robot configuration. The controllable

and measurable outputs are defined by the output
and measurement equations, expressed in the feature,

robot and uncertainty coordinates. The task is then

described using these outputs, by adding references and

constraints for the signals. The dependencies between

the different coordinates are expressed by the position
loop constraints for each feature/sensor. On the control

level these dependencies are resolved from the loop

constraints. The different constraints and references for

all features are fused into a control law for simulta-

neous control of all specified features in the task de-

scription. A specific weighted pseudo-inverse approach

with a velocity-based control law, using the computed

Jacobians of the output, measurement and constraint

functions, is suggested in [6].

C. Feature and Object Frames

Since the constraint-based formalism is based on

constraints between rigid transformations, a formal-

ism for describing the component frames, handles, and

rigid transformations between the frames is needed.

The previously suggested BROS-FRAME, BROS-BODY

and BROS-KINEMATIC CHAIN standards contain the

necessary data structures and utility functions. More

specifically, relationships between the coordinate de-

scriptions described in the Section V-D and the relevant

transformations should be defined. In the presented

example these relations are based on angle-axis (or Eu-

ler angle) representations of the rigid transformations.

Employing the relevant utility functions for frame speci-

fication/input in the BROS-FRAME standard, symbolic

form relationships of the relationships can be defined

w
b

o2

o1 f a
1

f a
2

f b
1 , f c

1

f bc
2

Fig. 1. Feature and object frames in test setup, with the direction
of z-axes (solid arrows) and x-axes of each frame indicated. Frames
f b
1

and f c
1

are not identical, but are placed symmetrically along the
y-axis.

directly in the mathematical representation1 .

In the example, four features are defined, one for

the tripod contact (feature a), one for each of the two

reference features (holes) in the workpiece (features b
and c), and one for the laser range finder (feature d). All

features share a common definition of the object frames

o1 and o2, which are rigidly attached to the workpiece

and the flange of the robot, respectively, as shown in

Fig. 1.

1) Feature a: Feature frame f a
1 is attached to the

workpiece at the desired alignment position for the

TCP, defined as the center of the tripod, and with its

orientation the same as for o1. Feature frame f a
2 is

attached to the drilling tool, with its origin at the TCP

point and oriented such that in the desired aligned
position the orientation is the same as for f a

1 .

2) Features b and c: Feature frame f bc
2 are attached

to the camera, with origin at the center of projection

and the z-axis forward. Feature frames f b
1 and f c

1 are

attached to the workpiece at the drilled reference holes,

oriented such that in the desired aligned position the

orientations are the same as for f bc
2 .

3) Feature d: For simplicity, the sensor is assumed to

have been accurately mounted with its axis along the z-

axis of the flange frame o2, which means that the sensor

location can (with a simple transformation of the range

measurement) be modeled to coincide with object frame

o2. For the new feature d object frame o1 is taken to

be the same as before, while feature frames f d
1 and f d

2

have their origins at the intersection point between the

laser beam and the workpiece surface, with the same

orientations as o1 and o2, respectively.

D. Coordinate Definitions

Definitions of task, uncertainty and operational space

coordinates need to be defined on all representation

1For certain transformations, such as the forward kinematics of
a parallel kinematic manipulator for which only a numerical imple-
mentation is available, a full representation on the mathematical
level may not be desired or even feasible. In such cases, only implicit
representations of the relevant transformations and Jacobians may be
available in the mathematical representation, to be resolved on the
lower levels.



levels. On the mathematical level the coordinates are

straightforwardly defined as arrays of simple type,

preferably in a platform-neutral and open notational

format such as MathML. Similarly, an open system

for describing the computer representation of the data

should be used. The language and communication pro-

tocol LabComm, developed for robotics applications at

Lund University, can be used to this purpose. In Lab-

Comm, data definitions are written in a C-like syntax,

used to generate a protocol library which can be used to

automatically generate C or Java code to be integrated

into the application.

As an example of how expressions and data are de-

fined and handled on the different representation levels,

we take the transformation matrix T, given by

T =






cos (Xf21) 0 sin (Xf21) Xf22

0 1 0 0

− sin (Xf21) 0 cos (Xf21) Xf23

0 0 0 1






, (1)

where Xf i denote indices into the mathematically de-

fined task coordinate vector. Given a computer level

data representation and a mathematical algorithm de-

scription, the code and interface for the computer rep-

resentation level can be automatically generated using

suitable software tools. The mathematical expression,

encoded using MathML, can be used together with

the LabComm data definition in order to generate

the computer implementation as illustrated in Fig. 2.

Among the advantages of having the data definition in

Labcomm are

• The LabComm data definitions provide a clear,

platform independent way to specify the data on

the computer representation level, as well as func-

tionality for consistency and type checking.

• LabComm data definitions (or a subset thereof)
can be converted automatically into a number of

different formats such as MathML, and read into

tools such as Maple for use as input/output type

definitions in the code generation.

• Given the protocol/data description, the LabComm

compiler can be used to automatically generate C or

Java code for the communication protocol, greatly

simplifying interfacing and integration with other

applications.

1) Task Coordinates for Feature a: For the first three

features, all degrees of freedom are placed between

frames f1 and f2. Therefore, for these features the task

coordinates are chosen as a vector χ f I I of translations

and roll-pitch-yaw angles. The task coordinates are

defined as the rpy/translation representation of the

transformation from frame f a
2 to frame f a

1 , denoted by

χ a
f I I =

(
xa ya za φa θa ψ a

)T
. (2)

2) Task Coordinates for Features b and c: The task

coordinates are defined as the rpy/translation represen-

tations of the transformations from frame f b
1 to frame

f bc
2 and from f c

1 to f bc
2 , denoted by

χ b
f I I =

(
xb yb zb φb θb ψ b

)T
(3)

and

χ c
f I I =

(
xc yc zc φ c θ c ψ c

)T
. (4)

3) Task Coordinates for Feature d: The task coor-

dinates χ d
f I are defined as the x and y coordinates

of the laser-workpiece intersection point measured in

object frame o1. χ d
f I I are the roll-pitch-yaw angles of the

transformation f d
2 to f d

1 . χ d
f I I I is the z-coordinate zd of

the intersection point as measured in object frame o2.

Together, these parameters fully define the six degrees

of freedom of the relative sensor-workpiece transforma-

tion.

4) Uncertainty coordinates: Uncertainty coordinates

are introduced to describe positioning errors on the

workpiece, the robot kinematics, the tool TCP point, and

the camera mounting. The following uncertainties are

defined, all described as 6-DoF rpy/translation repre-

sentations of the corresponding transformations:

• χuI represents the transformation from the mod-

eled workpiece frame o′1 to the true frame o1.

• χ a
uI I I represents the error transformation, Ta

e
def.
=

T o2

f a
2
T f a

2
′

o′
2

, for the TCP frame with respect to the

flange frame.

• χ bc
uI I I represents the error transformation, Tbc

e
def.
=

T o2

f bc
2

T f bc
2
′

o′
2

, for the camera frame with respect to the

flange frame.

• χuIV represents the transformation from the mod-

eled flange frame o′2 to the true frame o2.

Note that the definition for χuI I I differs from the one

suggested in [6]. The new definition is more natural in

this application, since it separates the error in the tool

calibration from the kinematics errors parametrized by

χuIV .

E. Output, Measurement and Constraint Functions
Mathematical definitions of the output equations,

measurement equations, and constraint functions is

straightforward, for instance using MathML. Data def-

initions for input and outputs can also in this case be

specified using LabComm, and translated into MathML

descriptions using specific compiler tools. Again, the

mathematical level function and data definitions can

be used to automatically generate code for the computer

representation, using tools such as Maple or Mathemat-

ica.

In the example there are four loop constraints, ex-

pressed as constraint functions

l(q, χ f , χu) = 0 (5)



MathML LabComm

<math xmlns=’http://www.w3.org/1998/Math/MathML’> .

<matrix id=’id38’> .

<matrixrow> .

<apply id=’id5’> sample double Xf[24];

<cos id=’id1’/> sample double T[4][4];

<apply id=’id4’> .

<selector/> .

<ci id=’id2’> .

Xf .

</ci> .

<cn id=’id3’ type=’integer’> .

21 .

. .

. .

. .

c b
C

void T(double Xf_in[24], double T_out[4][4])

{

double t1=Xf_in[20];

T_out[0][0] = cos(t1);

T_out[0][1] = 0.0e0;

T_out[0][2] = sin(t1);

T_out[0][3] = Xf_in[21];

T_out[1][0] = 0.0e0;

T_out[1][1] = 0.1e1;

T_out[1][2] = 0.0e0;

T_out[1][3] = 0.0e0;

T_out[2][0] = -T_out[0][2];

T_out[2][1] = 0.0e0;

T_out[2][2] = cos(t1);

T_out[2][3] = Xf_in[22];

T_out[3][0] = 0.0e0;

T_out[3][1] = 0.0e0;

T_out[3][2] = 0.0e0;

T_out[3][3] = 0.1e1;

}

Fig. 2. Automatic code generation from MathML and Labcomm descriptions of algorithms, data, and interfaces. The MathML-encoded
symbolic expression for the transformation matrix T is used together with a computer representation of the data in χ f , as defined in a
separate LabComm file, in order to automatically generate the C code for this expression.



of task coordinates, uncertainties and robot configura-

tions q. The first three loop constraint functions are

obtained from the kinematic loops

T o′
1

w T o′
1

o1
(χuI)

−1T f1
o1

T f2

f1
(χ f I I)Te(χuI I I)T

o′
2

f ′
2

T o′
2

o2
(χuIV )Tw

o′
2
(q),
(6)

by expressing this closed chain of transformations as a

rpy/translation representation. As no new uncertainty

coordinates need to be introduced for feature d, the loop

constraint in this case is obtained from

T o′1
w T o′1

o1
(χuI)

−1T f d
1

o1
(χ d

f I)T
f d
2

f d
1

(χ d
f I I)⋅

⋅ T o2

f d
2

(χ d
f I I I)T

o′2
o2
(χuIV )Tw

o′
2
(q). (7)

In the example, the outputs y and measurements z
are identical. The outputs are the axial z-force and the

aligning x and y-torques acting on the TCP point, as

measured in f a
2 -coordinates, as well as the projected

image coordinates of the reference holes in the camera.

The forces are assumed to be related to the deforma-

tions by a linear spring characteristic, giving the force

measurements

z1 = kzza (8)

z2 = kφφa, z3 = kθθa. (9)

The camera is assumed to be internally calibrated and

normalized, giving the measurements

z4 = xb/zb, z5 = yb/zb (10)

z6 = xc/zc, z7 = yc/zc. (11)

The last measurement is the measured laser range

z8 = zd, (12)

which is also the desired output to be controlled.

A particular form of constraint are the artificial con-

straints (references) used to specify desired trajecto-

ries for the defined outputs. The BROS-GEOMETRIC-

TRAJECTORIES standard contains the necessary func-

tionality for specifying trajectories for each frame, which

can be translated into output trajectories using the

output equations. In the example the references are

assumed to be constant. The force references are chosen

as

z1d = Fzd (13)

z2d = z3d = 0, (14)

while the values for the image references z4d, z5d, z6d,

z7d are assumed to have been acquired by teaching.This

means that it can be assumed possible to reach the

specified references, despite the presence geometric un-

certainty.
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Fig. 3. Convergence of the true outputs z (solid lines) to constant
references zd (dashed lines).

F. Mobile Platform
For the mobile platform, it is assumed that the orien-

tation and position of the cart can be measured exactly

and directly, using some external positioning system.

The main difference in the mobile case is that the robot

configuration q is augmented with the parameters xr , yr
and ψ r, describing the planar translation and z-rotation

from the robot base frame to the robot-fixed frame

r. Both the world frame w and frame r are oriented

with their z-axis vertically. The new measurements are

functions of the robot configuration

z9 = xr , z10 = yr, z11 =ψ r. (15)

The time derivatives of the new configuration param-

eters (and measurements) are related to the actuated

wheel velocities through the linear relationship



ẋr
ẏr
ψ̇ r



 =




−R

2
− yr

R
B −R

2
+ yr

R
B

xr
R
B −xr

R
B

R
B − R

B




(

q̇l
q̇r

)
, (16)

which is used in the control by modifying the Jacobians

as described in Section 5.2 in [6].

G. Simulations
A number of simulations have been performed in

Matlab using a robot with ideal velocity dynamics, and

visualized using computer graphics tools. Direct control

using the measurable outputs was used, as in [6]. Small,

constant, unmodeled disturbances were added in the

uncertainty coordinates, in order to simulate imperfect

calibration. The resulting convergence of the system

outputs can be seen in Fig. 3.

The results for the cart positioning control can be

seen in Fig. 4, for a simple proportional control which
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Fig. 4. True (solid lines) and references (dashed lines) for the cart
configuration parameters xr , yr and ψ r .

is still able to drive the cart to a configuration close to

its desired position.

VI. CONCLUSIONS

Standardization is all about getting to an agreement

about how to represent “information,”, i.e. the meaning

of both data and of the algorithms that process these

data. Any standardization effort must take into account

four generic levels of representations; ontology, mathe-

matical, computer, and native hardware representation.

This text has motivated and presented a standardisa-

tion effort for robotics software. We propose a bottom-

up approach for reference architectures, starting with

concrete things that have meaning in very diverse ap-

plications. The scope of the standardisation presented

in this paper has deliberately been kept very limited,

to only motions of rigid bodies and kinematic chains.

The strategy has been to decouple the domain into a

family of complementary sub-standards that are each as

small as possible, and that can be combined according

to specific needs. A subset of the presented standard

has been used in an example, demonstrating constraint-

based task specification for a mobile robot arm equipped

with multiple external sensors.

Reference architectures within robot standards

should not try to cover specific systems, but should

rather provide the principles and abstractions that

enable different types of robot engineers to share

algorithms and practices. The bottom up approach

means starting with basic primitives, and reference

implementations should be built for the purpose of

making the building blocks both understandable and

easy to use, without prescribing a specific architecture.
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